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Abstract

We propose a new model of knowledge creation in purposeful, loosely-coordinated,
distributed systems, as an aternative to afirm-based one. Specificaly, using the case of Linux
kernel development project, we build amodel of community-based, evolutionary knowledge
creation to study how thousands of talented volunteers, dispersed across organizationa and
geographical boundaries, collaborate viathe Internet to produce a knowledge- intensive,
innovative product of high quality. By comparing and contrasting the Linux model withthe
traditional/commercial model of software development and firm-based knowledge creation
efforts, we show how the proposed model of knowledge creation expands beyond the boundary
of the firm. Our model suggests that the product development process can be effectively
organized as an evolutionary process of learning driven by criticism and error correction. We
conclude by offering some theoretical implications of our community-based model of knowledge
creation for the literature of organizational learning, community life, and the uses of knowledge

in society.
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INTRODUCTION

The objective of this paper isto develop a new model of knowledge creationin a
distributed system, in contrast to a firm-based model. With the aternative model, we hope to
address the possible uses of knowledge in society, particularly the use of knowledge that |eads to
further expansions of knowledge or innovation. How to utilize knowledge that is dispersed
among many people is the question Hayek insightfully posed (1945). He observed that the
critical problems in how to use widely dispersed knowledge are: (1) knowledge is not, and
cannot, be concentrated in a single mind, and (2) no single mind can specify in advance what
kind of practical knowledge is going to be relevant, whenand where (cf. Hayek, 1945, 1982,
1989; Tsoukas, 1994). While Hayek proposed the market, where knowledge is embedded in
prices, as a solution to these problems, much research on knowledge-based organizations,
however, focused on hierarchy (Kogut & Zander, 1992; Nonaka & Takeuchi, 1995; Teece,
1998). Unfortunately, the focus on hierarchy missed a key opportunity to address those
problems associated with the use of distributed knowledge.

By contrast, we address the use of distributed knowledge for the purpose of innovation at
the community level, beyond the boundary of afirm. In comparison, we do not, however, fall
back on the price system @& |la Hayek, because the market is a static solution based on a strong
assumption of equilibrium. Therefore, it does not explain the processes leading to knowledge
expansion. The conventional firm-based model of knowledge creation also has several
limitations in addressing knowledge creation processes, given the advancement of information
technology and the intensification of globalization. For instance, the advent of the Internet and
web- based technologies has enabled specialized communities to convene, interact, and share

resources extensively via electronic interfaces. The highly distributed nature of knowledge as
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such presents a set of challenges that force organizational analysts to reconsider the knowledge
creation processes inside the firm.

In this paper, we develop a community-based model of knowledge creation where the
community’ s organizing principles seriously challenge the traditional assumptions of the firm
based model. In developing our community-based model of knowledge creation, we adopt an
evolutionary framework (Campbell, 1960) and analyze the role of criticism and critical
evaluation as espoused by Karl Popper (1973) as akey driver in the evolutionary process. Our
analysis is based on the case of Linux kernel development and our goal isto explain how a group
of distributed individuals, dispersed across space, time, and organizational boundaries, organize
themselves to create a useful product of high quality. In the next section, we review foundational
literature on knowledge creation and outline our community-based model of knowledge creation.
In section 111, we describe the research setting, methods, and data to develop the case of Linux
kernel development. In section 1V, we anayze the case of Linux kernel development in detall.
In addition, we will compare our community-based model against the firm-based model, and
then against a model of traditional/commercia software development. In section V, we bring
together the theoretical contributions of our community-based model of knowledge creation.
Finally, we offer some suggestions for future research and discuss the generalizability of the

model in section VI.

. MODELS OF KNOWLEDGE CREATION
The foundational literature in knowledge creation ill prepares us for aworld of
knowledge creation through distributed cognition and geography (Nonaka & Takeuchi, 1995;

Argyris, 1993; Prahalad & Hamel, 1990; Levitt & March, 1988; Winter, 1987; Teece, 1986;
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Nelson & Winter, 1982; Penrose, 1959). This is not surprising since much of the literature was
formed before the Internet became atrue force in knowledge collaboration via electronic systems
designed to help work teams increase quality and utilization of intellectual assets. Consider three
of the most critical assumptions of those pioneers seeking to understand the process of
knowledge creation.

First, there is the assumption throughout this literature that the unit of analysis and/or the
locus of action take place at the level of afirm or aset of firms. A firm is seen as the repository
of knowledge and the physical locus of its creation and deployment because it provides the
social, political, and economic context under which knowledge is constructed. Even if the
researcher focuses on the individual such as Argyris (1993) does, it isin the context of producing
learning for afirm. When afirm or a network of firmsisthe unit of analysis, we naturally
anticipate that a firm will treat the knowledge created by its employees as a firm’s intellectual
property and seek to leverage it for competitive advantage. This involves complex calculations
designed to protect proprietary knowledge under certain corditions and share it under others
(Teece, 1998; Brown & Duguid, 2000).

Second, the foundational scholarly literature on knowledge creation assumes face-to-face
interactions among knowledge developers to facilitate trust building over along period of
association and through sharing a common space (e.g., Nonaka & Takeuchi, 1995). Thisisa
natural extension of using the firm as a unit of analysis because it isin the firm that physica
proximity supports the development of trust through repeated interactiors and shared social
norms. It isno accident that Japanese firms became one of the more important sites for the
building of knowledge creation theory since they have had a tradition of long term employment,

which nurtures shared experiences and values. We agree that trust is akey variable in
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knowledge management and knowledge creation (e.g., Powell et a., 1996; Kramer & Tyler,
1996). However, as the use of electronic communications becomes more prevalent, researchers
need to study the issue of trust building in a virtual environment, where organizationaly as well
as geographically dispersed near strangers can collaborate.

Third, the foundational literature, by relying on a firm as the unit of analysis, typically
assumes that knowledge creation takes place under conditions of authority and hierarchy with
complex divisions of labor being required for producing sophisticated knowledge products.
Furthermore, strong coordination measures are required to move individual knowledge to group
and then organizational knowledge (Nonaka & Takeuchi, 1995). Even when relatively
independent (self- managing) product devel opment teams are enacted, they often rely on
“heavyweight product managers’ (Clark & Fujimoto, 1991). Conversdly, with lightweight
product managers, the assumption is that the knowledge creation process exists in awider
environment of hierarchy and authority. The well-known example of the creation of the
breadmaking machine documented by Nonaka and Takeuchi relied on the surrounding structure
of hierarchy and authority at Matsushita Electric Industrial Company just as surely asit did on
the free flowing creativity of the product development group. However, as outlined in the very
beginning of our discussion, the two critical problems derived from the use of distributed
knowledge presume that a single mind is unable to survey, or even to control afirm’'s
knowledge.

Quite the opposite, in the community-based model of knowledge creation that we
develop, the community’ s organizing principles marginalize the critical assumptions of the firm
based model. Our proposed model includes both the norms (the nature of rules) and the forms

(the structure of exchange) of knowledge creation, in acommunity of practice embodied in
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product development. The community-based model pays special attention to how problem
solving drives the evolutionary process of knowledge creation and generates structure in a
community setting. We emphasize the role of criticism and error correction in the process of
knowledge creation where innovations are continuously generated, selected and retained to
produce innovative and high-quality products.

In Table 1, we summarize the major differences between the firm-based versus the
community-based model of knowledge creation. The three assumptions of the firm-based model
discussed above are violated when (1) the assignment of intellectual property rights promotes
trust building and knowledge sharing; (2) when the membership is open and consequently the
size of acommunity is much larger than that of afirm; (3) worker incentives and motivations
shift from those of employees to those of volunteers, and unlike in afirm setting, there isn’t an
authority relationship to regulate the behavior of community members; (4) individuals are
organizationally as well as geographically dispersed; and (5) the knowledge-creation platform is
based on a many-to- many communications technology. These five conditions together raise a set
of serious challenges to organizational analysts above and beyond the two critical problems

posed at the very beginning of the paper.

Table 1. The Community-based Model vs. the Firm-based Model of Knowledge Creation HERE

With the development of the community-based model, we would like to explain how a
community of distributed volunteers, under conditions where firm-based mechanisms of
hierarchical control and authoritative command appear problematic, achieves quality (product

reliability) while maintaining a highly innovative process. The concept of "communities of
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practice" as set out in Lave and Wenger (1991) points us in the right direction. In principle,
there is no reason why communities of practice should be limited to those within the same firm.
However, most examples of communities of practice used in the organizational literature have
tended to be intra-organizational and focused on emergent groups in existing organizations,
including the focal firm and its suppliers and customers. A case in point is Brown and Duguid
(1991) where communities of practice are studied as the unit of analysis for understanding
knowledge inside the firm. So, our community-based model of knowledge creation contributes
to this literature by showing how processes of knowledge creation are enacted in communities of
practice beyond the boundary of the firm.

Recent development in another related literature has extended the scope of the traditional
assumptions of firmbased models in ways that favor the creation of knowledge products through
distributed cognition and geography. Tsoukas (1996) proposed to view afirm as a distributed
knowledge system where afirm’s knowledge is the indeterminate outcome of individuals
attempting to manage the inevitable tensions between normative expectations, dispositions, and
local contexts. He argued that a firm’'s knowledge is distributed not only in a computational
sense (Hutchins, 1993), or in Hayek’s (1945) sense that the factual knowledge of the particular
circumstances of time and place cannot be surveyed as a whole, but also in aradical sense that
nobody krnows in advance what that knowledge is or need be (Tsoukas, 1996: 22).

Although we certainly agree with Tsoukas that a firm can be viewed as a distributed
knowledge system, we find this view unsatisfying because Tsoukas does not go on to specify in
detail how knowledge is created in a distributed system other than that afirm’s knowledge is
emergent and never complete at any point. All processes leading to expansions of knowledge, as

Campbell (1960) argued, have three necessary conditions. a mechanism for introducing
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variation, a consistent selection process, and a mechanism for preserving and reproducing the
selected variations. Essentially, knowledge creation processes involve iterations of a “blind-
variation-and-selection-retention” cycle that is evolutionary in nature (Campbell, 1960: 380).
However, as Kogut (2000: 408) pointed out, “organization by firm is variety reducing.” Asa
repository of knowledge, firms are social communities that permit the specialization in the
creation and replication of partly tacit, partly explicit organizing principles of work (Kogut,
2000). That is, afirm’s organizing principles make it an efficient vehicle for the accumulation of
speciaized learning, but not a generator of variety in innovations. So, this research pointsusin
the direction of seeking a better understanding of knowledge creation beyond the boundary of a
firm.

Furthermore, the prominent feature of our community-based model of knowledge
creation is a set of rules and structures that encourages critical evaluation of existing knowledge,
innovation, and rapid elimination of error. In his comparison between markets and firms, Kogut
(2000) suggested that an economic network, which is a collection of firms, each ensconced in an
identity that supports specialization and a dynamic of learning and exploration, offers the benefit
of both specidization and variety generation. More importantly, the structure of a network is an
expression of competing and evolving rules that guide the behaviors of interacting entities. This
insight leads us to focus on the emergence of structure reflecting the operation of organizing
principles that act as “genetic rules’ as we develop a new model of knowledge creation based on
a community rather than a firm setting.

Our model development contributes to how researchers can better understand the
“motors’ - the event sequences and generative mechanisms — of development and changein a

community setting (Van de Ven & Poole, 1995). In this setting, teleological, dialectical, and
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evolutionary motors interact, leading to the development of a complicated, tri-motor theory of
knowledge creation. With the norms and the forms of knowledge creation, we explain in this
paper how dialectics (i.e., criticism and critical evaluation) drive an evolutionary process in a
purposeful, loosely-coordinated, distributed system, which has an objective to produce high

quality, knowledge-intensive goods.

1.  RESEARCH SETTING, METHODSAND DATA

Research Setting

Among the first attempts to make a deliberate effort to use the globally connected
software developers as its main source of talent and input to create a widely shared and used
software product, the Linux operating system development project created one of the Open
Source communities.! Thisis not to say that the project leader preplanned for the high level of
participation that ensued, but he intentionally reached out to other participants on the newsgroup
for their help. The community shares the source code of the software that its members have
developed collectively, with anyone who wishes to download via the Internet free-of-charge.
Although there are many other Open Source projects that have successfully created products,
such as the Apache web server, the Perl programming language, the BIND domain name service
software, and the Sendmail email transport software, the scale of these othersis much smaller.
As anatural experiment, the Linux project has demonstrated the feasibility of alarge-scale on
line collaboration effort where devel opers and users can be one and the same - though over time,
the proportion of "nontdeveloper users' grows more rapidly than that of "developer users.”

Shortly after the emergence of electronic commerce viathe Internet in the mid-1990s, the

demand for web serving and networking technologies by new and incumbent firms increased
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rapidly. For firms whose business depends on a highly reliable operating system that functions
well with network servers, Linux is aviable, lower cost choice. Combined with the Web servers,
the Linux operating system enables real-time electronic commerce and information sharing.
Web serving is particularly a kernel-intensive function for an operating system. In this context,
Linux as a competitive operating system and as an open standard received much positive
coverage by news media and attention by business firms.

Linux is considered to be a serious threat to Microsoft Windows NT's market dominance
in operating systems. It istruly remarkable that such a system starting as a hobby in 1991 and as
an Open Source software should become, by 1999, the World Wide Web's leading operating
system, running 31 percent of the Web servers (versus 24 percent for Windows and 17 percent
for Solaris).? Linux runs on computer systems of small networks, which Irternet service
providers and university computer labs use, as well as on those of large networks, used by such
organizations as Wells Fargo and the U.S. Postal Service (Mann, 1999). Recognized for its
speed, reliability, and efficiency, Linux now has more than 12 million users worldwide and an
estimated growth rate of 40 percent per year. ° In this sense alone, Linux must be regarded as a
success and this high utilization rate relative to other products suggests high quality, particularly
as measured by reliability (see Cole & Lee, 2002).

An operating system is one of the five mgjor layers of software infrastructure and it
performs a number of functions, including storage management, communications, and support
for task concurrency within asingle host. The kernel of the operating system schedul es tasks,
which include the execution of end- user applications (e.g., web browsers, word processors, and

database management systems) by allocating the computer's system resources to the programsin

! The Open Source definition is available at http://www.opensource.org/osd.html.
2 The Internet Operating System Counter, http://www.leb.net/hzofioscount/index.html.
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execution. To end-user applications, the kernel is a housekeeping unit that handles process
management and scheduling, inter-process communication, device Input/Output, and memory
management for the operating system. To underlying hardware, the kernel converts operating
system calls into lower-level hardware programs through hardware-specific drivers.

Asiswell known by now, the original creator of Linux is Linus Torvalds, who was a
student at the University of Helsinki in Finland when he started the project as a hobby. Torvads
made use of the Internet technologies and reached out to other software enthusiasts to get help
developing the software program and to gather suggestions and advice on the features that Linux
should contain. After afew months of work and email exchanges, he had succeeded in
developing a version of the program that was reasonably useful and stable. Torvalds (1992)
released the "Free minix- like kernel sources for 386-AT" free-of-charge in October 1991 to the
newsgroup and solicited other programmers to contribute computer code that they would add to
the Linux source code.

Linux developers carry out two important functions in the development process: (1)
quality assurance and (2) innovation. For quality assurance, developers perform the tasks of bug
reporting, identification, correction, and testing. For innovation, they make suggestions for new
features and write patches of computer code to enhance the usefulness of Linux. To date,
thousands of self- motivated contributors across different countries, who wanted to try their hands
on cutting-edge computer science, have participated in the development of Linux. Seemingly, a
concern for free riding and the risk of wasting time on a lost cause would discourage computer
programmers from participating. Despite these potential impediments, however, the Linux
kernel was created in alittle over two years and it has gone through numerous revisions since

then.

3 http://www.linux.org/info.

11



Revision to #0S 00-1246RR

Methods

Our research godl is to improve the theoretical understanding of the knowledge creation
process. To insure that we build our analysis on everyday practices, we applied inductive, rather
than deductive, reasoning to alow for modification of concepts and relationships among
concepts. Following Znaniecki’s (1934: 261-262) steps of the analytic induction process, we
constructed amodel based upon an individual case representing the Open Source phenomenon,
in contrast with the firm-based model of knowledge creation.* We also followed Becker's
(1958) suggestion to include a natural history of the various stages of the analytic induction
process in arriving at conclusions, so that the readers are able to judge the adequacy of the
procedure and the evidence for conclusions. We have created original terms and novel
classifications in this process and they mainly come from our observations and analyses. More
specifically, we categorized the developers into four types according to their roles and
contributions made to the community. Additionally, we identified a two-tier structure according
to how tasks naturally emerged in the community.
Data

Our study is grounded in archival data analyses, ontline research publications, and
observations of how the technology has evolved. Appendix A shows alist of the data sources
that we used. Among these data sources, we study the Linux development community mainly by
analyzing the artifacts that the Linux developers have produced. A key output of knowledge
creation activities is the artifacts. The most important artifact, of course, is the Linux operating

system source code.®> We choose Linux 2.2.14, released in March 2000, as our main source of

4 Znaniecki lists several stepsin the analytic induction process: 1) develop a hypothetical statement drawn from an
individual instance; 2) compare that hypothesis with alternative possibilities taken from other instances.

® Anyone has free access to the source code stored in a publicly accessible web site called The Public Linux Archive
at http://www.kernel.org/pub/ for free-of -charge downl oad
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data because the Linux kernel development project had stabilized by version 2.2; version 2.2 was
devel oped between 1999 and 2000. Since then, the more exciting developments for the Linux
operating system take place outside the kernel (Torvalds, 1999: 111).

Along with the source code, a"Credits’ text file and a"MAINTAINERS' text file are
distributed to the users. For easy user reference, these files are located at the first level of the
directory (2.2.14/Linux/) next to the folders containing modules and documentation. The Credits
fileis apublic recognition of the people who have substantially contributed to the devel opment
of Linux kernel. The file lists the names of recognized developers as well as a description of
their magjor contributions. Similarly, the MAINTAINERS file keeps arecord for each subsystem
and its maintainer.®

An equally important artifact is the development activities archived in the Linux-kernel
mailing list, which was created for the purpose of discussing kernel development.” The
development work takes place mainly at the Linux-kernel mailing list, which is a virtua
environment where Linux developers send their contributions, discuss implementation details,
and interact with other developers. Using the weekly Linux-kernel email archive for years 1995
to 2000 as a key source of data, we focus on people who have sent at least one email to the
Linux-kernel mailing list. We found that 14,535 people have sent at least one email to the Linux-
kernel mailing list to participate in the development project between 1995 and 2000. On
average, each person has sent 14 emails over five years.®

In addition, we examine the developers demographic distributions, working patterns, and
motivations by analyzing the raw data from an online survey (we call it "the Linux-kernel

survey") that was distributed electronically by a research team at the University of Kiel in

® Only 28 maintainers are listed in the Credits file
" http://www.uwsg.indiana.edu/hypermail/linux/kernel/
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Germany to the Linux-kernel mailing list (see Appendix B). The period of data collection was
between February 2000 and April 2000.

We arrived at four mechanisms critical to knowledge creation by generating categories
from our initial data collection and analysis and then refining them through a series of iterations.
First, we observed, from the Linux-kernel mailing list discussions, that each release of a new
version of the source code starts a cycle of software development. In each cycle, we estimated
the size of the development community and aralyzed the developers’ roles and intensity of their
online activities. In addition, we analyzed the structure of the source code as well as the
distribution of developers and lines of code across each module. Then we studied the structural
evolution of the Linux development community by examining the changes in size and code
structure across time. We found that the size of the community increased by four fold between
1995 and 2000, and the structure of the Linux source code became modularized. Over the same
period, we aso found that through our analysis of developers' email suffixes, the demographic
distribution of the community became much more diverse, as measured by the dimensions of
nationality and institutional affiliations.

A natura question that directed our subsequent analyses was. Why do so many computer
programmers across different countries and organizations participate in the Linux kernel
development? We then analyzed how respondents of the Linux-kernel survey ranked several
statements revealing their motivations and reasons why they participate in the devel opment
project. Another question that followed was: How do these many motivated developers
coordinate their effort such that the system is not chaotic? With that in mind, we studied the
norms in the community and identified areas where rules apply and the consequences of non

compliance. Finally, we analyzed the speed of development by tracking how quickly emails are

8 Asof August 26, 2000, there were atotal of 199,374 emails archived in the mailing list.

14



Revision to #0S 00-1246RR

responded and how frequently newer versions of the source code are released.

All aong throughout the data generation phase, we grouped and regrouped the findings to
identify the mechanisms that underlie the Linux development process. After several iterations,
we arrived at four mechanisms by which (1) the knowledge building blocks become widely
shared (intellectual property licensing), (2) adiverse set of computer programmers across
organizational and geographical boundaries becomes volunteers in the Linux community
(incentives to contribute) (3) the effort of numerous developers becomes useful products without
hierarchical control (coordination under conditions of uncertainty), (4) unplanned contributions

become a high quality product (quality in processes of innovation).

V. CASE STUDY: THE LINUX KERNEL DEVELOPMENT PROJECT

Existing scholarly accounts of the Open Source phenomenon (Lerner & Tirole, 2000;
Markus, et al., 2000; Moon & Sproull, 2002) have adopted the perspectives of labor economics,
virtual organization, and distributed work, respectively, to explain two questions that remain
puzzling: (1) what motivates software developers at many different countries and organizations
to volunteer their time and effort in Open Source projects and (2) how are on-line activities of
distributed groups managed in the absence of employment or fee-for-service contracts.
However, given the explicit innovative objectives of product development projects, it is
remarkable that existing scholarly accounts of the Open Source phenomenon fail to address the
processes by which seemingly ad hoc contributions turn into products of high quality.

In addressing the knowledge creation processes in communities of practice, we present
our case study in three parts. First, we will discuss the legal and cultural norms of knowledge

creation in the Linux development community that enable not only open sharing but also

15
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criticism and critical evaluation through which high quality is achieved while maintaining a
highly innovative process. Next, we will examine the form of knowledge creation and focus on
how the norm of critique leads to the emergence of structure. Finally, we compare and contrast
the Linux development case, first with the firm-based model of knowledge creation, and

subsequently with the traditional/commercial model of software devel opment.

1. The Norms of Knowledge Creation in Communities of Practice

The management of intellectual capital and in particular, the treatment of intellectual
capital, holds the key to securing a continuing supply of knowledge assets (Boisot, 1998: 255).
To be sure, when key knowledge contributors are volunteers, not employees, the issue of how
intellectual property gets treated and leveraged involves setting up different rules of the game
under which volunteers are motivated to contribute.® While existing accounts of the Open
Source phenomenon study the mechanisms sustaining the norm of open sharing of intellectual
properties, there has been no exploration of how these mechanisms maintain the quality of the
shared intellectual properties. In our subsequent analysis, we focus on intellectual property
licensing and culture, not only as important control mechanisms in regulating the norm of open
sharing, but also as key quality assurance mechanisms in eliminating errors in shared intellectual
properties through the normof critique.

Intellectual property licensing, such as an Open Source software license, can set up a
legal environment by laying out the rules of the game such that motivated contributors can trust
their intellectual properties with individuals with whom they have not had prior personal contact.

For example, the terms of an Open Source software license stipulates the requirement that any

16
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change or improvement to the source code is to be made available to the public. Additionally,
modifications of existing source code must be distributed under the same license as the origina
software. Through the interplay between the existing system of copyright and the Open Source
software license, the norm of open sharing can be enforced legally. As aguard against misuse of
the shared intellectual properties, these licensing terms are credible because existing laws of
intellectual property rights permit the code contributor, who in many cases is the copyright
holder, to pursue legal actions in the court of law against deviant behaviors away from the
community norm.*°

At the same time, the norm of open sharing is maintained socialy. As Markus and
associates (2000) observed, the Linux development community, like other Open Source projects,
use culture as asocial control mechanism to manage membership, make decisions, monitor
individual performance and behavior, and sanction devel opers who deviate from group norms.
For instance, one of the community protocolsis a strong cultural norm to properly cite authors
whose work is being extended or borrowed. As an important part of the culture, this protocol
shows how much this community respects the contributions and intellectual properties of its
individual members. The extent of source code sharing and the community protocol of
recognizing contributors are clearly observed at the beginning of each source codefile.
Reviewing the Linux kernel 2.2.14 source code, we find at the beginning of each file the name of
the main author and the names of the collaborating contributors as well as a description of their

respective contributions (see Appendix C for an example).

® However, thereis ittle organizational behavior research on the comparison of volunteers and employees, except
Pearce (1983) and Laczo & Hanisch (1999) that addressed issues of sufficiency-of-justification effects (cf. Staw,
1976; Deci, 1975; Festinger, 1961) and withdrawal behavior, respectively.

10 However, "copyleft" has yet to be challenged in the court of law (McGowan, 2001: 252)
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Indeed, legal and cultural norms of open sharing are critical to the management of
intellectual property in a community setting. However, making sure that the quality of the
shared intellectual propertiesis high is an equally important objective. In addition to reserving a
legal threat against misuse of intellectual properties, the Open Source software license by its very
openness plays an important role in eliminating the concealment of error. The terms of the
license make knowledge public and that is a major requirement for criticism to drive the learning
process (Popper, 1989: 260). Similarly, culture is not merely a social control mechanism. More
significantly, culture, as manifested in the activation and channeling of criticism and error
correction, serves as an important function in the process of innovation and learning in a
distributed system.

We observe criticism operating as a cultural norm, which increases the likelihood of
uncovering error. Consider Torvald' s vision of the peer review process:

... Common mistake: peer review does NOT mean that the code should be looked at by

the same people who write it. Peer review is meaningless under those circumstances. The

whole point of getting peer review isto find different people who have a different
background to look at your code... The point of open development is that people see
what's going on... You want to have random people just see small updates - because

they will often catch silly mistakes. (quoted from an email sent by Linus Torvalds to the
Linux-kernel mailing list in August 1999)

Two points are highlighted in this statement. First there are specific modes of peer review that
will increase criticism and through an iterative process create better knowledge and quality.
Second, open development is all about being open! That is, it is about being public and exposing
new input to all interested eyes. In Popper’s language, Torvalds is encouraging “open critical
discussion” that moves us closer to the “truth” (Popper, 1989: 262).

The norm of critique underpins the development process leading to knowledge

expansion. In the Linux development community, we observe a peer review process as a
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structured approach to generating criticism of existing versions, evaluating those criticisms and
eliminating “error” while retaining those solutions that cannot be falsified. In the process of peer
review, one builds one’ s reputation partially by creating useful solutions and partially by sound
critical evaluations of the work of others. On one hand, the quality of prior submissions becomes
acurrency, which developers exchange for the community’ s attention on their next submission.
On the other, criticism serves as a signal to individual developers and the development
community.

Specifically, the peer review process is the key approach in connecting the process of
generating variations to that of selecting code. Typicaly, the project leader and the maintainers
select code for inclusion based on technical merits. When technical merits are not immediately
evident, the likelihood of code inclusion is primarily a function of the number of developers that
have reviewed the code and the reputation of the reviewer(s), as documented in the Linux FAQ.
The stated criteria of patch acceptance are as follows:. the code has to (1) appear "obviously
correct” to the project leader, (2) receive the maintainer's approval, and/or (3) has been well
tested by other developers in order to be included in the official release.**

More importantly, the peer review process meets a key condition for the growth of
knowledge as outlined by Popper (1985: 172). Through technologically- mediated
communications, developers can conveniently and quickly exchange, compare, search, and
discuss any change because these changes are publicly archived in the mailing list. Among the
email discussionsin “the development team,” we found a 7 to 3 ratio between responses (review)

to patch submissions (generation). That is, for every patch submitted, there are 2.35 responses

UThe “useful solution” being created by developers are primarily “patches.” The stated criteria of patch acceptance
arelisted in the Linux Frequently Asked Questions (FAQ), under "How do | get my patch into the kernel ?*

19



Revision to #0S 00-1246RR

on average. Here we see criticism and error correction serving as a driving force for Linux

devel opment.

2. The Forms of Knowledge Creation in Communities of Practice

Applying Kogut (2002), we can say that criticism and error correction operate as genetic
rules that generate the structures of the development community — the parallel code structure and
the two-tier task structure. The parallel code structure plays a significant role in maintaining the
three necessary conditions of knowledge creation suggested by Campbell (1960). The stable and
the experimental versions are two separate code structures (trees) of Linux running in parallel.
The stable tree focuses mainly on fixing bugs, while the experimental one serves as a test bed for
new features. Once an experimental version incorporates sufficient new features and becomes
sufficiently reliable through bug fixes and patches, it is then renamed and released as a stable
version. The experimental tree is where innovative variations and experimentations are
generated, tested, and selected to become a part of the stable tree where further refinement and
improvement are conducted. On average, since the first release of Linux, there has been ore new
version of the source code released to the public every week. Table 2 shows a chronology of the
officia code release frequency for the stable version and the experimental version of the Linux

kernel source code.

Table 2. A Chronology of The Parallel Code Tree Release Frequency HERE

The parallel code structure is a clever structural device for channeling these development

and improvement processes in ways that allow, indeed encourage, experimentation to occur and
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errors to be freely made without erdangering the larger community’ s ongoing use of the stable
version. Thisisan ideal device for encouraging knowledge creation as an improvement process
driven by criticism. At any given time, participants view the existing versions, in effect, as
hypotheses of what works best at that time but they expect that their subsequent experience, and
those of others using Linux, will reveal flaws and weaknesses that need correcting.

The experimental version, in particular, can be seen as a vehicle for generating and
discussing error as visible public property and making the most of error as alearning device. As
such, it personifies Karl Popper’s view of how mistakes should be treated (Popper, 1989: 260).
As shown in Table 2, the experimental tree has a much higher release frequency than the stable
tree. At its peak frequency, there are as many as three new development kernel releases aday, a
much shorter cycle than that of the stable version, which isin the order of weeks. 1n 1996 alone,
the stable version hed nearly 30 official releases while the experimental version had 80. The
startling frequency of the iterations of the stable and experimental versions must be regarded as a
central feature of Linux’s process of knowledge creation and improvement. Underlying these
iterations is a fundamental process of criticism in the Popperian sense in which at any given time
existing versions serve as a testing ground for criticism and improvement (Popper, 1989: 260-
261). We see demonstrated in these activities a susceptibility to revision and repeated efforts at
falsification, one of the hallmarks of the scientific method (Popper, 1985: 137).

The second structure that emerged is a two-tier task structure. By observing the Linux
developers tasks, roles, and levels of involvement between 1995 and 2000, we find that these
developers naturally sort themselves into a two-tier structure thereby enabling the Linux
development project to cope with the complexity of task coordination under conditions of

uncertainty (see Table 3). Thistwo-tier structure consists of a small core and alarge periphery.
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The core consists of a project leader and hundreds of maintainers, while the periphery has
thousands of developers organized into two teams, namely "the development team” and "the bug

reporting team."

Table 3. A Two-Tier Structure HERE

In the observed two-tier structure, the core relies on the periphery to generate patches of
computer code and bug reports. The generated variations of the source code in the form of
patches and bug fixes are tested and reviewed by others in the periphery. Peer developers then
provide evaluations as well as suggestions to others’ work-in-progress so as to encourage
improved variations. Subsequently, the core selects and retains among the variations to produce
an official release, which then goes through more cycles of tests, variation generations, and
improvements. As such, the tasks of variation generation and review are separated from those of
selection and retention.

The roles emerge in the process of performing tasks, as opposed to being planned or
someone being assigned to carry out atask. For example, in the core, the project leader as well
as the maintainers, who are responsible for various subsystems, perform the selection of source
code and decide which code should become included in the next kernel for official release.* In
the periphery, we found, over the five-year period, 2,605 people on “the development team,”
which adds features and fixes bugs. They electronically submitted to the Linux-kernel mailing

list, patches of source code and emailsto discuss the code. Over the same period, we also found

1,562 people on “the bug reporting team,” which reports, documents, or characterizes a bug.

12 The 2.2.14 MAINTAINERS file lists 121 maintainersin charge of 132 subsystems. Some subsystemshave co-
mai ntainers and some maintai ner watches over more than one subsystem.
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They submitted to the Linux-kernel mailing list the failure messages, which are automatically
generated when the kernel detects a problem during use. In the bug report, they also provided
some description of how to recreate the problem. In addition, we found that some devel opers on
“the development team” overlap with those on “the bug reporting team.” Forty-nine percent of
“the bug reporting team” also performed the tasks of “the development team,” while 29 percent
of the development team performed tasks of the bug reporting team. So, a developer generaly
plays different roles and performs multiple tasks in the periphery.

In our analysis of emails by roles, we found on average that peersin “the development
team” contributed more frequently to review (68% of all responses) and generation (81% of all
the patches submitted) than the core devel opers (32% and 19%, respectively). This shows that
the peers in the periphery are more active than the core developers in the tasks of generation and
review. However, we also observed that the core' s interaction with the periphery increases as
the degree of exchange increases.™® At thefirst level of response to a patch submission, the core
devel opers contributed to 31% of the discussion, but at the fourth level of response (the longest
chain of response observed), the core developers contributed 68% of the discussion. Thisis
evidence confirming the selection and retention function served by the core developers and it
shows that the decision making process is highly social and stratified.

We see here the norm stressing the importance of critical evaluation manifested in the
two-tier task structure. The norm is implemented through the aforementioned peer review
process, which provides a systematic method for identifying and criticizing error or weakness in
existing versions and contains a method for correcting these errors or weaknesses. Peer
developersin the periphery take the variations that other developers generate with the source

code and perform various “stress tests” on them. By having many different peer devel opers
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review the posted code, the original developer(s), who may overlook certain glitches or lack the
experience to solve the problems, gain extra sets of eyes to catch mistakes, identify problems,
and improve quality. Then the developers in the periphery provide feedback and criticism as key
input to the developers in the core to select specific variations leading to the next official release.
Indeed, criticism operates as a genetic rule in the generation of the two-tier task structure that is
fundamental to error detection and correction.

More specifically, developers use the word "PATCH" in the email subject heading to
signal that they are proposing a solution with a patch of code, or discussing/criticizing a patch.
The proposed patches often add new features to the operating system and fix problems or bugs.
Developers also use the word "OOPS' in the email subject heading to report a bug, or to fix a
bug. 1* The content of the “OOPS’ email often includes bug identification, characterization, and
ideas for elimination.

3. The Community-based Model As An Alternative to the Firm-based Model

How to increase knowledge sharing among employees is indeed a key challenge as
researchers have shown in their case studies of groupware use in professional services firms;
they find that knowledge sharing is an important strategic goal, yet fairly difficult to achieve
(Orlikowski, 1993; Davenport, 1996, 1997). Unfortunately, firm-based knowledge creation
efforts are typically constrained by the number of employees that a firm can hire, the quality of
the extant employee pool, knowledge hoarding, and incentives that reduce motivation to share
across units. In our analysis above, we have shown how our community-based model of

knowledge differs significantly from the firmbased model.

13 We measure the degree of exchange by counting the length in the chain of responses.
14 »00Ps" differsvery slightly from abug. A bug exists when something (in the kernel, presumably) doesn't
behave the way it should, either with adriver or in some kernel algorithm. When the kernel detects that something
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First, the norms of knowledge creation are different in how intellectual property rights
can be assigned in novel ways that promote trust, insure the sharing of knowledge, and reved
error. Also, in contrast with the community-based model of knowledge creation, the firm-based
model does not rely strongly on an evolutionary process driven by criticism and critical
evaluation, which we described earlier as the cultural norm for Linux. MacDuffie (1997) shows
strong variation in the willingness of firms to identify error and in their mode of
conceptualization and in how they delineate the scope of consequent problems and sources of
possible resolution. He further shows how problems of developing common language and
common standards across units thwart criticism and problem solving activities. While some
firms, at great cost, can develop capabilities that minimize these problems, the Linux project
seems ideally designed to maximize criticism from the start.

In the case of commercia software, the knowledge creation efforts in the firm-based
model tend to grind to a halt after the initial product launch because attention subsequently shifts
to services and to other projects. Most commercial software companies release their products
and/or follow-up upgrades only every few years. Furthermore, the disconnect between users and
developers leads to great difficulties in being able to duplicate much less correct error. Among
the most frequently reported reasons for failure anong commercial software firms are the codes
no-fault found (NFF) and cannot duplicate (CNN).*® Furthermore, to be associated with error is
often an impediment to reputation and career success. Thus, there are great incentivesin
commercial software firms for individual employees to conceal rather than reveal error or

weakness in their work. Overall, in comparison with commercia software, Linux isa

has gone wrong, it generates a oops message. So, oopsis a specific case of abug. A person can find abug, but the
kernel may not generate an oops message.
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continuously evolving product with much higher update frequency, a frequency that rests on
systematic and continuous criticism of existing versions and a rapid feedback process to
eliminate error.

Second, in the community-based model of knowledge creation, the norm of critique
generates the structure of the development community. The two-tier structure, in particular,
accommodates scale better than a hierarchical structure typically found in afirm. However, this
finding seems to stand in sharp contrast against the predominance of hierarchic systems common
in afirm setting where complexity is high. The correlation between scale and responsetimeis
often understood to be positive in a hierarchy. The larger the scale is, the longer the response

time. For example, in hisinfluential The Mythical Man-Month Fred Brooks (1995) argued that

adding more programmers to a software project at a late stage of the development process further
delays the project. He reasoned that the complexity and communication cost of a project
increase with the sguare of the number of developers, but the amount of work done only rises
linearly.

Nevertheless, we observe that for Linux the positive correlation between scale and
response time holds only in the core, but not in the periphery. More specifically, adding more
devel opers to the core may initially increase the speed of selection but later lead to diminishing
returns as complexity or communications cost increases, or even to negative returns if conflict
cannot be resolved. In contrast, adding more developers to the periphery may increase the
probability of generating more variations, but may not prolong response time. We suggest that
the correlation between increase in team size and delay in response time is contingent on the task

of the developer. In the periphery, which is the larger of the two, the two-tier structure

15 We are indebted to Greg Watson, software quality consultant and former President of the American Society for
Quality, for pointing this out.
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accommodates increasing scale better because the correlation between scale and response timeis
not necessarily positive. This argument is consistent with Herbert Simon’s * near
decomposability,” akey property of hierarchies that helps organizational analysts understand
“how the information needed for the development or reproduction of the system can be stored in
reasonable compass’ (Simon, 1996: 216). In ahierarchical structure, the main function of
middle layersisto review subordinates work and pass on to the next layer. The review tasks are
similar to the ones performed in the core. So, we reconcile this potential conflict by viewing the
two-tier structure as aflat hierarchy in its smplest form with the top and middle layers collapsed
into one.

Finally, our emergent model extends the firm-based model by emphasizing the use of a
knowledge-creation platform that allows many-to-many digital communications. The Internet,
for example, provides a knowledge-creation platform with which users conveniently and cost-
effectively transmit digitized information such as software code, text, picture/image, voice, and
video. Subsequently, these digital transmissions become objects of discussion and artifacts of
knowledge creation. On the other hand, television, radio, and other broadcast media are
one-to- many, while face-to-face interactions and dialogues over the tel egphone/two-way radio are
one-to-one communications. A few firm-based case studies have illustrated the use of two-way
radios by a community of field technicians to share and weave stories about their experiments
with a machine (Orr, 1990a, 1990b, 19873, 1987b). In comparison, the Internet provides
unrivaled reach and richness for a large-scale community to share knowledge (see Castells, 2001;
Dreyfus, 2001; Selvin, 2000). It is part of the historical evolution of human communications and
knowledge sharing. This evolution is based on enhancing face-to-face interactions initially with

one-to- many communications, which historically began with drums, signa fire, and later the
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invention of the printing press, and has now arrived at many-to-many communications. Because
the Internet technol ogies became popular after the firm-based model was developed, we focused
on the benefits of such technologies in our model.

Inthe case of commercial software, the model of knowledge creation adopted remains
largely firm-based, although software development firms do emulate three of the five conditions
that we discussed through increasing the use of the Internet (the condition of a many-to-many,
digital, knowledge-creation platform) the involvement of application developers from multiple
firms (the condition of distributed cognition and geography) and leveraging leading customers
(the condition of volunteer incentives) to assess product features and identify bugs.

In contrast to these similarities with the traditional/commercial model of software
development, our community-based model provides a novel approach to the licensing of
intellectual property rights (the condition of Open Source licensing) and the size of the
development community (the condition of open membership and increasing scale). The source
code of Open Source software is distributed without charging a royalty or other fee, while the
source code of commercial software is mostly proprietary.'® Consequently, holding every thing
else equal, the scale of an Open Source development project can be much greater than that of a
commercial one.” Thisnovel approach to intellectual property licensing and scale represents a
different development process. This approach is consistent with Raymond' s argument that the
Linux development model is unique because the product was created in a "bazaar,” by alarge
development team that exchanges work-in-progress frequently, not in a "cathedral” by small,

isolated development teams that do not exchange any work until its completion (1999,

18 A list of distribution licenses approved by the Open Source Initiative s available at
http://www.opensource.org/licenses/index.html.

17 «“The bigger product units such as Office, Windows NT, and Windows each have between three and four hundred
people.” (Cusumano & Selby, 1995: 50)
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Raymond's terms are in quotes). Although commercia software development firms use “daily
build” to simulate the “bazaar” in exchanging work- in-progress this development process
typicaly involves only the programmers, not the users. As shown in the Linux case, involving
users heavily in product and knowledge development process significantly increases the sources

of idea generation and variations for selection and retention.

V. THE COMMUNITY-BASED MODEL OF KNOWLEDGE CREATION: AN
EVOLUTIONARY PROCESS OF LEARNING

Our aim has been to use the Linux case to show how the process of knowledge creation
takes place beyond firm boundaries and how it needs to be understood as an evolutionary process
of learning driven by criticism. The evolutionary process can be seen as one of generation
followed by error identification, detection, and rejection. Criticism as a mechanism for learning
is supported by Linux’s norms and structural arrangements, through which innovations are
continuously generated, selected and retained to produce products of high quality.

Schon summarized this evolutionary process in his description of alearning organization:

“Like the individua craftsman, the collective has a theory-in-use implicit in the norms,

strategies, and assumptions that govern its regular patterns of task performance. [The]

theory-in-use may be inferred from the evidence of intelligent action, especially from the

detection and correction of errors” (Schon, 1983b: 118, emphasisin italics added).

The rapid evolution of source code in a parallel structure leads us to characterize the
Linux kernel development project as a self-designing system. The image of organizations as
self-designing systems blends the image of repository with that of culture (see Weick & Westley,
1996; Weick & Berlinger, 1989; Eccles & Crane, 1988; Weick, 1977; Hedberg, et a., 1976 on

self-designing systems). On one hand, as repository, the system accumulates built- up knowledge
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as trust-worthy public property, meeting a key condition for learning from error posited by Karl
Popper (1989: 260). This knowledge takes the form of cultural artifacts, which include
“principles and maxims of practice, images of mission and identity, facts about the task
environment, techniques of operation, stories of past experience which serve as exemplars for
culture action” (Schon, 1983a: 242). On the other, as culture, the system captures clearly the
learning that has taken place and provides a fertile ground where participants, through a process
of criticism and problem solving, can better retest, modify, and/or affirm the learning.

Combining these two images, the Linux self-designing system generates cultural artifacts such as
source code and critical evaluations that function as the locus of learning.

The existing literature on learning as cultural processesissim (Weick & Westley, 1996:
442). Culture, as Weick and Westley suggested, is embodied in artifacts, the material objectsa
group produces. Secondly, culture is embodied in the language, the words, phrases,
vocabularies, and expressions which individual groups develop. Lastly, but most importantly,
culture is embodied in coordinated action routines and predictable socia exchanges. Open
Source licensing and criticism as a cultural norm together provide exactly the legal and social
environment for such routines and social exchanges to take place. Our model of community-
based knowledge creation contributes to this literature a better understanding of learning based
on criticism of the status quo where such criticism is inherent in the culture.

As observed earlier, criticism of the status quo is inherent in the Linux culture. First, the
learning process uses the cultural artifacts as an educational tool. On one hand, the publicly
archived criticisms help given individuals to learn from their peers’ critique on how to improve
their next submission. On the other, they serve as documented texts to train still other devel opers

observing the peer review process. As developers learn from their own and others’ prior
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successes and failures, they can sort themselves into tasks appropriate to their skills, move up to
more challenging tasks, and/or generate better variations of the source code.

We observe that among the submitted patches and bug fixes generated by the periphery,
the core selects conservatively what to retain in official releases. Only 23 percent of the Linux-
kernel survey respondents report ever having their submitted patches selected to be a part of an
official kernel release. We see here a stream of continuous challenges to the status quo being
subject to critical evaluation with most being eliminated. In that sense, the efficiency of product
development seems to be rather low because 77 percent of the contributions appear to be wasted.

However, from a cultural perspective, the rejected submissions provide afertile ground
for developers, both the contributing author and other community members, to learn what the
required acceptance criteria are for further improvement. To the devel opers whose contributions
are rejected, their submissions are cultural artifacts that serve as educational tools for the next
round of peer review. As Popper (1985: 172) among others has noted, it is possible and indeed
extremely important to learn from our mistakes. To other developers who follow the review
process, the discussions that take place in the peer review are also cultural artifacts that record
examples of other developers' trial and error.

Second, criticism of the existing status quo, which is the closed source model of software
development based on privately-held intellectual properties, is profound in the Linux culture.
Consistent with Karl Popper (Popper, 1972: 25, 260), we agree that criticism of the status quo
commercial software constituted a major motivational force for the developers of Linux. Linux
devel opers were engaged in an enterprise of “imaginative criticism” (Popper, op cit., p.148) in
which they transcended their existing environment to create something new beyond their

experience, a new world in which shared intellectual property provides a viable option to
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privately- held intellectual property. This criticism is at the heart of the Open Source movement,
as geographically dispersed individual programmers, acting with common purpose, solidarity
and continuity, promote these changes.

However, contrary to Popper, but consistent with Feyerabend' s critique of Popper
(Feyerabend, 1978), this criticism does not simply lead to hard-won scientific knowledge
through a process of error elimination. Rather, it also serves as an ideological mobilizing force
among hackers and programmers who become the developers of Linux. They internalize the
criticism of the status quo, or in Popper’ s term (Popper, op. cit., p.286), become “consumers’ of
the criticism, with their constant efforts to further improve their new world aternative. Asan
example, the “Linux-kernel survey” shows a consistent agreement across all respondents that one
of the main reasons driving their participation is because they believe “information should be
free” Itisin this context that many of these programmers saw creating an Open Source
alternative to existing commercial software asakind of crusade. Although we cannot
demonstrate the matter empirically, it is a reasonable hypothesis that criticism of Microsoft’s
monopoly over operating systems was a major motivational driver.

In summary, Open Source licensing makes knowledge public; the criteriafor achieving
high reputational status in the Linux community provide incentives for innovation and criticism,
the parallel code structure provides structural opportunities and incentives for continuous
experimentation; the two-tier structure combined with a peer review system enables a systematic
evaluation, error correction, selection, and retention; and, perhaps most importantly, cultural
norms reinforce the structure of the community. Together, these characteristics provide the basis
for the evolutionary development of Linux. They also meet the conditions for the growth of

knowledge suggested by Karl Popper. This confluence is not surprising since Popper was
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interested in accounting for the development of scientific knowledge and Linux has been
structured, perhaps unconsciously, to mimic many of these same conditions.

The broader organizational implications of the community-based model of knowledge
creation are important to the literature of organizational learning. First, as discussed at the end of
Section 1V, the consequence of having users/consumers more involved in direct production and
evolution of the product they use over time is the increased variety of input into the selection
process. Second, a two-tier task structure in the community-based model helps achieve the
delicate balance between exploitation and exploration in a distributed system. In studies of
organizational learning, quality and innovation are typically seen as two antithetical objectives
that juxtapose the refinemert of an existing technology with the invention of anew one. Itis
generally assumed that there is a tradeoff between exploitation, the improvement of existing
procedures, and exploration, the experimentation with new alternatives (Levitt & March, 1988;
March, 1991). It isalso argued that exploration of new alternatives reduces the speed at which
skills related to existing procedures are improved; also, the improvements in competence at
existing procedures make experimentation with others less attractive.

Indeed, in the firmbased model of knowledge creation, quality is an issue of production
and innovation is one of product development. Nevertheless, our paper shows how under certain
conditions product development can strike an excellent balance between exploitation and
exploration to create a product of high reliability and innovativeness. The two-tier task structure,
as we found, subsumes the tension between exploration (disorder) and exploitation (order),
through which a large number of innovations are generated, selected, retained or rejected, and
added to the production. Despite a dataset that spans only five years, our analysis demonstrates

that the development community approximates an effective balance between exploration, as
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represented by the variations generated from the periphery, and exploitation, as represented by
selection and retention by the core. It istrue that finding an appropriate balance between
exploitation and exploration is not a simple challenge, particularly because “the same issues
occur at levels of anested system — at the individual level, the organizational level, and the socia
system level” (March, 1991: 72). Organizational analysts for one do not observe the parallel
code structure as often as linear structure or phased structure that hands off a project from ateam
to another in organizational settings. We see in this case, on the contrary, that when product
development is embedded in evolutionary and cultural processes of learning anchored by
criticism, the requirements of quality and those of innovation can be simultaneously satisfied

across multiple levels.

Finally, the theoretical implications of the community-based model of knowledge
creation extend beyond the literature of organizational learning that we have discussed so far.
The alternative model of knowledge creation also changes the way organizational analysts
understand community life and the uses of knowledge in society through virtual organizing and
distributed work. The use of distributed knowledge for the purpose of innovation at the
community level presents a unique model, in contrast with the firm or the market. Through
differentiated norms and forms, community life and work become more structured and less
chaotic, asindividuals working on a distributed project take on different roles. Additionaly,
specia structures sustain and enforce strong norms in the community, such that distributed
projects can deliver products of high quality, although virtual communities often lack the tacit

understanding that occur in face-to- face communications.

VI. FUTURE RESEARCH AGENDA
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One of our intended contributions is to deduce a two-tier structure through our analysis of
the developers contributions documented in their emails to the Linux-kernel mailing list over a
five-year period. Importantly, developers do not refer to each other as “the development team”
or “the bug reporting team.” For future research, how developer tasks and roles evolveis of
critical importance to Open Source development activities. How did this task structure emerge
and how and when and by what criteria do novice apprentices move up the rank in this structure?
Specifically, to what extent are there pathways created by the organizers of Linux so that
apprentice developers experience the decision process as one of their own making or are there
more heavy-handed directions from more experienced participants? Moreover, how does the
participation of highly motivated novices in Linux get actualized and then adjusted over time as
these apprentices acquire skills? Do those who serve as developers do so immediately upon
entering the Linux space or do they first act as novice users, from which a subset of developers
may later emerge? Additionally, training through apprenticeship is one way to improve the skills
of developers. Alternatively, discouraging and/or eliminating incompetent developersis another
way to raise the overall skill level of the developersin the community. Successful migrations of
trained volunteers through apprenticeship will indicate that the micro and the macro aspects of
organizational life come together to create a functioning, productive, and sustainable
organization.

As discussed in the methods and data section, the evolving skills of the apprentice
developers are documented in “Credits’ text filesand “MAINTAINERS’ text files over the
years. These files congtitute a public recognition of the people who have substantially
contributed to the development of the Linux kernel and the nature of their contributions. What

we need to understand is the process by which the information in these files is used to dot
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(channdl) individual contributors into increasingly complex tasks as warranted by their
contributions.

Although the case of Linux kernel development was useful in our construction of an
alternative knowledge-creation model, we concur that this case has several limits. First, the
Linux case may have limited generalizability because of the tasks involved. Asshown in the
case study, its product development process is based on a massive army, organized for mundane,
labor-intensive tasks such as debugging, reviewing code, fixing code, and adding device drivers.
So far, such amodel has not been observed in cases where there is a disruptive innovation or
technological breakthrough.

Second is the question of how applicable the Linux case is to other devel opment
projects.’® The characteristics of Linux as a software product could make the case less
generalizable, indeed. For example, the Linux operating system is a gereral- purpose tool that
has numerous users who have the skills to participate in the development process or the
willingness to invest in the training to learn how to develop such atool. In addition, Linux is an
open standard. As the number of user increases, network externality makes an open standard
more valuable and subsequently increases the potential size of the development community. By
contrast, products that target niche markets may not have a sufficiently large user base, which
could potentially become developers. Even if some products do, their development projects are
more difficult to sustain because they may not be able to provide sufficient returns of both
economic and socia benefits.

Furthermore, Linux is a digital good where the cost of production is significantly lower
than that of conventional product development. For products that require heavy production cost

and relatively little development cost, this model may not apply. Finaly, the case of Linux could
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also be unique because computer source code is codified knowledge, which is explicitly
documented in atext format. For development projects where the building blocks are tacit, it
will be more difficult to design a knowledge-sharing mechanism. This suggests that an
important area for future research is to examine the applicability of our community-based model
by testing it with development projects for products that stand in contrast with the Linux kernel.

Despite the concern that the case of Linux can be regarded as rather unique, we provide
some thoughts on how the model can be selectively adapted to apply in other settings. First, a
commercia software firm can apply the community-based model of knowledge creation by
combining open and closed models of software development. More specifically, acommercial
software firm can adapt the open-source licensing aspect of the model and emulate some of the
conditions that the model employs to design what we call "Open Tools" strategy. An "Open
Tools" strategy provides source code access to individual developers, independent software
vendors, and application providers to ensure that the software devel oped will remain open and
interoperable with other technologies.

Sun Microsystems, for example, isin the process of setting up an infrastructure to support
an "Open Tools" strategy. The company has announced four different source code licenses and
among those, oneis Open Source. *° It isimportant to recognize that without an infrastructure,
an Open Source license by itself does not guarantee the success of an "Open Tools' strategy.

The issues Sun Microsystems is focusing on include tools, frequency of source postings, mailing

18 We thank Paul Duguid for his helpful commentson the discussion of generality and externalities.

19 Al of the licenses allow free-of-charge access, but the firm treats its four source code licenses as reserving
different degrees of stewardship. The Free Solaris Source License, which isthe most proprietary, maintains Sun as
the sole steward of Solaris. The Sun Community Source License allows the community of developers who have
agreed to the license to share information and code with each other without Sun in the middle. The Sun Industry
Standards Source License, which is under review by Open Source Initiative, was written following the open source
definition to usein cases where a Standards Body is acting as the steward for atechnology. The Mozilla Public
License, which is compliant with the Open Source Definition, distributes Sun source code for public stewardship.
See Sun Microsystem’s press release on March 13, 2000
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list for discussion, and the decision- making process on code inclusion to the official release of
the next version

In contrast, without proper infrastructure and work practices in place, the Netscape
Communications Open Source project unfortunately was delayed by strategy changes, internal
controversies, and, ultimately, defections after Netscape agreed to be acquired by America
Onlinein November 1998.%° For instance, the practice of knowledge sharing at the Netscape
Communications Open Source project was limited. At first, the Netscape programmers were
reluctant to post their comments in the online area accessible to outsiders, preferring to post them
instead on in-house lists for Netscape engineers (Lohr, 2000). Thisis a live example consistent
with our argument that opensource licensing is a necessary condition, but not a sufficient
condition, for the community-based model of knowledge creation.

The second area that the community-based model of knowledge creation can apply to is
product development in other knowledge-intensive industries. For-profit examples include firms
in the high-tech industry and the consulting industry that rely for their competitiveness upon
knowledge creation and regeneration. Following the spirit of open-source licensing,
geographically distributed employees and divisions of large multi-divisional business firms may
adapt the community-based model and promote knowledge sharing within the boundary of the
firm without losing their intellectual property rights to the public. Like the Linux developers,
firms can also take advantage of the Internet technologies, which provide standardized
communications protocols and connect different computing platforms across the globe, to

promote collaboration.

20 Netscape Communications, acommercial software firm, launched in January 1998 an Open Source project—
Mozilla.org, by releasing the source code of its Mozilla I nternet browsing software. Itsgoal isto use Mozillacode
asthe basis of its Netscape 6 product.
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Nevertheless, current work practice in commercial software companies constrains the
effectiveness of the adapted model. For example, Valoppillil (1998), a manager at Microsoft,
has identified the difficulties to implement the code sharing practice at his company. He argued
that because each software development group is largely autonomous, software routines
developed by one group are not shared with others. In some instances, the groups may defend
their boundary by strategically not documenting a large number of program features. In
summary, while the challenges are many, there may well be ways, such as work practice

restructuring, to reap the benefits of the community-based model of knowledge creation.
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APPENDI X A: ThelInductive Method
The evidence guiding our process of theory development is divided into the following
categories:

1. Materias related to the Open Source movement: We searched through numerous web
sites to identify online white papers on the Open Source movement.

2. General information on Linux: The sources of information include The Linux
Documentation Project, Linux Frequently Asked Questions (FAQ), Linux Links.com,
and a search engine called Linux Knowledge Base. Thereisalso amailing list archive
that tracks various development projects of Linux, address issues arising in a nor
development environment, and discusses development and production topics. Using the
World Wide Web, we also studied public documents related to Open Source and Linux.
Some examples are OpenSource.Org, 2! Linux Frequently Asked Questions (FAQ) %
Linux Knowledge Base search engine,?® and The Linux Care Kernel Traffic newsletter.?*

3. Technical information on the Linux operating system. Our main source of technical
information on operating system is a college-level computer science textbook by
Professor Andrew Tanenbuam (1987). The Linux source code is also an excellent piece
of technical material. In addition we collected many web sites that describe technical
projects that are related to the Linux operating system, including an about.com expert
information web site on Linux.

4. Information specific to Linux kernel. The Linux Care Kernel Traffic is a weekly

electronic newdetter covering the activities of the kernel development mailing list.

2L http://www.opensource.org

22 http://www.tux.org/lkml/

2 http://www.linuxcare.com/hel p-yoursel f/kbsearch/simpl e-search.epl
24 http://kt.linuxcare.com/
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5. The Linux kernel email archive (1991 to present).

6. The Linux-kernel survey (see Appendix B).

7. Transcripts of interviews with public figures in the Open Source movement. We
gathered interview transcripts from Linux Focus, an online magazine, and First Monday,
apeer-reviewed journal on the Internet.

8. Informal discussion with other people interested in the Open Source development model.

a4
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APPENDI X B: " The Linux-kernel Survey"

Three researchers at the University of Kiel, Germany conducted a project in year 2000 to
study why so many skilled software experts are willing to contribute their time and expertise for
free in Open Source software development. Guido Hertel, an Assistant Professor at the
University, joined by a physicist, Sven Niedner, and a student of psychology, Stefanie Hermann,
created a web site, http://www.psychologie.uni-kiel.de/linux-study/, and administered a
guestionnaire on the Internet to survey participants on the Linux-kernel mailing list. The
guestionnaire was posted to the mailing list on February 15, 2000 and 142 responses were
returned by April 12, 2000. After collecting questionnaire responses, they provided the raw data
on their web site for anyone to download.

We estimate the response rate of the Linux-kernel survey to be 2.4 percent.?® Although
the survey response rate is quite low, we believe the possible bias of over-sampling maintainers
and active developersis not significant. The proportion of the survey respondents who claim to
be maintainers and active developers (22.7 percent) is consistent with our estimate of the

proportion of mailing list participant (18.7 percent) who are maintainers and active developers.2®

25 Based on our estimated 6,000 email senders to the Linuxkernel mailing list in year 2000. The response rate
would be even lower if we account for everyone who subscribes to the Linuxkernel mailing list but never sends any
email to the mailing list.

28 |1n Table 3, we show the estimated size of maintainers and the development team combined is 2,726 and that is
18.7% of the 14,535 people that have sent at |east one email to the Linuxkernel mailing list during 1995 and 2000.

V)
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APPENDIX C: An Example of Development Community Protocol

As shown in the following example, the main author, who is the copyright holder of the
code, is listed right underneath the name of the file. Then alist of six collaborating contributors
with their respective dated contributions follows. Notice that the source code in thisfileis
copyrighted and one of the cited piecesis aso copyrighted. The author of the scheduling
program in the example below has accomplished an important task without having to rewrite a
particular part of the code, the spinlock portion (dated 1998-12-24).

Source Code Example: Sched.c

* linux/kernel/sched.c

*

* Copyright (C) 1991, 1992 Linus Torvalds

* 1996-12-23 Modified by Dave Grothe to fix bugs in semaphores and

* make semaphores SVIP safe

* 1997-01-28 Modified by Finn Arne Gangstad to make timers scale better.

* 1997-09-10 Updated NTP code according to technical memorandum Jan '96
* "A Kernel Model for Precision Timekeeping" by Dave Mills

* 1998-11-19 Implemented schedule_timeout() and related stuff

* by Andrea Arcangedli

* 1998-12-24 Fixed a xtime SMP race (we need the xtime_lock rw spinlock to
* serialize accesses to xtime/lost_ticks).

* Copyright (C) 1998 Andrea Arcangeli

* 1998-12-28 Implemented better SMP scheduling by Ingo Molnar

* 1999-03-10 Improved NTP compatibility by Ulrich Windl

In some cases, there is only one developer in each file, but in others, there are many developers

involved with the development of the same piece of code.
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TABLES

Tablel. . The Community-based Modd vs. the Firm-based Model of Knowledge Creation

Organizing Principles

(2) Intellectual Property
Ownership

The Firm-based M odel

Knowledge is private and
owned by the firm.

The Community-based M odel

Knowledge is public, but can be
owned by members who contribute
it aslong as they share it.

(2) Membership Restriction

Membership is based on
selection, so the size of the
firm is constrained by the
number of employees hired.

Membership is open, so scale of
the community is not constrained.

(3) Authority and Incentives

Members of the firm are
employees who receive
salaries in exchange for
their work.

Members of the community are
volunteers who do not receive
salaries in exchange for their work.

(4) Knowledge Distribution
Across Organizationa and
Geographical Boundaries

Distribution is limited by
the boundary of the firm.

Distribution extends beyond the
boundary of the firm.

(5) Dominant Mode of
Communications

Face-to-face interaction is
the dominant mode of
communication.

Technology- mediated interaction
is the dominant mode of
communication.
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Table2-1. A Chronology of Stable Releases

V ersion| Starting- Ending Releases First-Last Release Date Release Fregquency
1.0 linux-1.0. 12-Mar-94
1.2 linux-1.2.0 : linux-1.2.13 6-Mar-95: 1-Aug-95 14 releasesin 5
months
2.0 linux-2.0.0 : linux-2.0.38 8-Jun-96 : 25-Aug-99 39 releasesin 40
months
2.2 linux-2.2.0 : linux-2.2.16 25-Jan+99 : 7-Jun-00 17 releasesin 18
months
24 linux-2.4.0-test1 : linux-2.4.0- |25-May-00: 23-Aug-00 |7 releasesin 3
test7 months
Table 2-2. A Chronology of Experimental Releases
Version|Starting- Ending Releases First-Last Release Date Release Frequency
11 linux-1.1.13 : linux-1.1.95 22-May-94: 01-Mar-95 (83 releasesin 11
months
1.3 linux-1.3.0 : linux-1.3.100 11-Jun-95 : 09-M ay-96 101 releasesin 11
months
2.1 linux-2.1.0 : linux-2.1.132 30-Sep-96 : 22-Dec-98 133 releasesin 27
months
2.3 linux-2.3.0 : linux-2.3.51 11-May-99: 10-Mar-00 |52 releasesin 10
months
pre-2.0 |linux-pre2.0.1 : linux-pre2.0.14.|11-May-96 : 05-Jun-96 14 releasesin 1
month
pre-2.2 |linux-2.2.0-prel : linux-2.2.0- |28-Dec-98 : 20-Jan-99 9releasesin 1
pre9 month
pre-2.4 |linux-2.3.99-prel : linux- 14-Mar-00: 23-May-00 |9 releasesin 2
2.3.99-pred months

NOTE: The releases are numbered using a hierarchical numbering system where the first number

denotes a mgjor version, and the second number gives the version tree in question. The stable
releases have even version numbers (e.g., 2.0, 2.2, 2.4) and the experimental releases have odd

version numbers (e.g., 2.1, 2.3). Userswho rely upon a Linux operating system to support their

production computing typically prefer the stable releases, in which new releases introduce only
well-tested new functionality, no new bugs, and no backward compatibility problems. By
contrast, users who want to try out new ideas and get feedback on them as rapidly as possible

prefer the experimental releases.
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Table 3. A Two-tier Structure With Four Categories of Developers, 1995-2000

Emergent Roles of Number of  Total Number of Emails"°'=* % of Total
Linux Developers people Sent to the Mailing List Emails Sent
Core
Project Leader 1 2,840 1.4%
Maintainers 121 N°TEl 37387 18.8%
Periphery
"The development team" 2,605 N°"E2 20,563 10.3%
"The bug reporting team" 1,562 N°TE3 4,216 2.1%

NOTE 1: Size estimation is based on the names listed in the MAINTAINERS file available in
the source code file

NOTE 2: Size estimation is based on the names of email"°"&* senders who wrote the word
"PATCH" under the subject heading.

NOTE 3: Size estimation is based on the names of emailN°"®* senders who wrote the word
"OOPS" under the subject heading.

NOTE 4: Source of emails. Linux-kernel email archive from June 1995 to August 2000.

We define the devel opment team as the developers who have sent at |east one email with
the word "PATCH" in the subject heading between 1995 and 2000 either to send a patch of code
or to discuss a patch. Their tasks include creating patches, adding features, and fixing bugs.

The other team of developersis "the bug reporting team™ and we define it as the devel opers who
have sent at least one email with the word "OOPS" in the subject heading either to report a bug
or to fix abug. 2" Their tasks include identifying bugs, characterizing bugs, and eliminating
bugs. We have also found some overlap between the development team and the bug reporting
team. Forty-nine percent of the bug reporting team has sent an email with the word "PATCH" in

the subject heading, while 29 percent of the development team have sent an email with "OOPS"

in the subject heading.

27 "00PS" differs very slightly from abug. A bug exists when something (in the kernel, presumably) doesn't
behave the way it should, either with adriver or in some kernel algorithm. When the kernel detects that something
has gone wrong, it generates a oops message. So, oopsis aspecific case of abug. A person can find abug, but the
kernel may not generate an oops message.
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